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The Hebbian unlearning algorithm, i.e. an unsupervised local procedure used to improve the
retrieval properties in Hopfield-like neural networks, is numerically compared to a supervised al-
gorithm to train a linear symmetric perceptron. We analyze the stability of the stored memories:
basins of attraction obtained by the Hebbian unlearning technique are found to be comparable in
size to those obtained in the symmetric perceptron, while the two algorithms are found to converge
in the same region of Gardner’s space of interactions, having followed similar learning paths. A
geometric interpretation of Hebbian unlearning is proposed to explain its optimal performances.
Because the Hopfield model is also a prototypical model of disordered magnetic system, it might be
possible to translate our results to other models of interest for memory storage in materials.

I. INTRODUCTION

Hopfield-like neural networks are very successful mod-
els of associative memory [Il 2]. In this framework, the
network is composed of N binary neurons {o;}Y, =
41, and it is used to store P = «aN binary memories
{&/'}f—1 = £1 where the load o = P/N will be used as a
control parameter of the model. By memorize we mean
that the network must be able to reconstruct the memo-
ries on the basis of their noise-corrupted version. This is
achieved by endowing it with an appropriate dynamics,
such that fixed point attractors with finite basins of at-
tractions are present in close proximity to the memories.
If the network is initialized close enough to one of the
stored memories, the dynamics will drive it to the cor-
responding attractor, reducing the number of misaligned
spins. In general, the dynamics is given by a zero tem-
perature asynchronous Monte Carlo dynamics [2, 3], in
an energy landscape given by the Hamiltonian

1
H[U]:*inijUin . (1)
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At every step we pick randomly a site ¢ and update the
spin according to

N
o; — sign( Z Jij0j> . (2)
J(#1)

The details of the dynamics depend on how the synaptic
interaction matrix J is shaped. One of the most influen-
tial models in the field is that introduced by Hopfield [I],
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where the coupling matrix is built according to Hebb’s
prescription [2] @]:

P
1
Jij = N fogf, Jii = 0. (3)

pn=1

The phase diagram of the model has been exten-
sively studied, and includes a recognition phase for
a < a. ~ 0.14, where a fraction of the fixed point attrac-
tors of the dynamics are very close to the memories 5“ [5].
Proximity between two configurations &' and &2 is nat-
urally measured in terms of their overlap

X
mzﬁzlaila?. (4)

It is also well known that the disorder of the model
implies the existence of dynamic multistability, i.e. a
rough landscape of local minima of the energy having
non-vanishing overlap with the memories [6]. Such spu-
rious states are thus fixed points of the dynamics and
they proliferate when a > a.. In the Hopfield model the
overlap between attractors and memories is smaller than
1 for any extensive load a # 0, and deteriorates as the
memory load is increased, up to a discontinuous transi-
tion to zero when «. is reached, which is often referred to
as blackout catastrophe [2,[7]. Hence, the error correcting
performance of a Hopfield network can never be perfect,
and the memories are not themselves fixed point of the
dynamics.

Many strategies have been proposed in order to ex-
tend the capacity of Hopfield-like models, and improve
error correcting performance in the retrieval phase [7-
[13]. In this note we highlight some surprising similarities
between two popular options: the supervised symmetric
perceptron algorithm (SP) [I4HI6] and the unsupervised
Hebbian unlearning (HU) algorithm [IT], [I7HI9]. The pa-
per is organized as follows. In Sec. [[]] we introduce the



algorithms. In Sec. [[T]] and [[V] we present our main re-
sults, and in Sec. [V] we propose a key to interpret those
results. Finally in Sec. [VI] we summarize our findings.

II. THE ALGORITHMS

In this section we detail how the symmetric percep-
tron and Hebbian unlearning algorithms operate, and
how they improve the performance of the Hopfield model.

We note first that the problem of storing the mem-
ories as fixed points of the dynamics is mathematically
equivalent to finding a set of couplings that satisfy the
constraints (recall that J;; = 0)

N
¢ = sign( 3 Jijgy) L Wi (5)
J

Written in this way, this becomes a supervised learning
problem, in which binary input vectors (£+) ji= ﬁf must
be correctly associated to binary labels £ by a collec-
tion of N single-layer perceptrons with weights given by
N-dimensional vectors (j;)] = Jij, 1 <i,5 < N, e
&t = sign(J; - €1).

An elegant way to solve this problem is to recast it in
terms of a linear regression [14] [20]. For every memory
and every spin, we define N-dimensional patterns

i = glé (6)
By multiplying both sides of Eq. by &, the con-
straints can be expressed as
J. it
A= > (7)
| Ji]

The quantities AL are called stabilities [2I]. A stronger
version of the constraint, A > k, is satisfied when the
vector 77i" lies on the positive side of the oriented plane
normal to J; and passing through the origin, at a dis-
tance greater than k from it. In these terms, the prob-
lem of perfectly stabilizing a number P of N-dimensional
memories has been factorized into N independent lin-
ear separation problems, each classifying a number P of
N-dimensional vectors. The parameter k > 0 can be
used to tune the stabilities of the memories [14].

A. The symmetric perceptron

The symmetric perceptron algorithm solves this sep-
aration problem under the condition J;; = Jj. It is
defined by the following procedure for constructing the
matrix J [15, [16]:

e Initialize J;; to a symmetric matrix.

e Update J;; until convergence according to

P

Tij = Jig A (el + e, Ju=0, -
p=1

el =0(—A + k).

Notice that symmetry in the coupling matrix is preserved
by the algorithm. This algorithm is supervised, in the
sense that it needs to be provided with the full set of
memories {g"} at every step. The masks €' are defined
in such a way that the algorithm stops when A > k for
all p and 7, where the stability threshold & is a param-
eter of the algorithm. A is the tunable learning rate of
the algorithm. If & exceeds a critical threshold k. (),
no symmetric matrix J exists satisfying the stability re-
quirement A¥ > k, and the algorithm does not converge
(unsatisfiable, or UNSAT, phase). On the other hand,
when k < kpq.(a) such coupling matrices exist, and the
algorithm will converge to one of them in a finite num-
ber of steps (satisfiable, or SAT, phase). In the limit
case k = kyaz(), only one coupling matrix meets the
stability requirements, and the algorithm is supposed to
converge to it, independently on the value of the learning
rate A and of the initial J. It has been shown that, as
one could expect, increasing k towards k,,q. leads not
only to more stable memories, but also to larger basins
of attraction for each memory [10].

In the symmetric case, the function k,q.(«) has been
determined analytically [I5] for slightly diluted recurrent
networks, i.e. networks with an average connectivity scal-
ing as log N. Numerical results from the study of the al-
gorithm defined in eq. (§)) on networks that are both fully
connected and fully symmetric suggest that, for the same
degree of symmetry, k... at a given « is located slightly
above the one predicted by [15]. This finding, discussed
in Fig. [T} suggests to reconsider previous interesting anal-
yses [22] and opens the road to further investigations of
the critical capacity as a function of the network connec-
tivity [23].

Because we are analyzing the close relationship be-
tween the symmetric perceptron and Hebbian unlearning
(see Sec. , we always initialize the couplings accord-
ing to Hebb’s rule, Eq. , keeping in mind that results
for k = kpae(a) should not depend on this choice. In
Fig. [2] we plot the evolution with the number of steps
t of Apin = min; ,{A'}, Apee = max; ,{Al'} and
Agy = 1/(PN) 3, , A each averaged over many ran-

i
dom realizations of the memories 5 One sees that the
SP algorithm, while slightly reducing A,, and A,,4., in-
creases the value of A,,;, from negative values (i.e. not
all memories are stable) to positive values (i.e. all mem-
ories are stable) and up to the prescribed threshold k.
The same profile of the stabilities is obtained at different
choices of the control parameters, when k < kpyqq ().
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FIG. 1. Phase diagram of the linear symmetric perceptron
in the plane defined by the pattern density o and the stabil-
ity parameter k. The dashed line is the analytical result for
kmaz () obtained for slightly diluted networks [I5]. Squares
show numerical results for kmqz () in a fully connected model
at « € {0.3,0.4,0.5,0.55}. Simulations have been run at dif-
ferent sizes of the network to measure the probability for the
algorithm to converge before 10% steps of the training (hence
providing a lower bound to the actual value of stability). A
standard finite size scaling analysis [24) [25] has been used to
extrapolate the value of knqz (o) to the thermodynamic limit.

B. Hebbian unlearning

A very interesting proposal to increase the performance
of the Hopfield model consists of modifying the Hebbian
learning rule defined in Eq. by adding to it a “dream-
ing” procedure [I1}, 12}, 26]. This goes as follows: initialize
the coupling matrix according to Eq. , and then repeat
D times the following steps:

e Initialize the neurons to a random state, and follow
the dynamics until it converges to a fixed point ™.

e Modify the coupling matrix according to

€«
Ji‘ —)Ji'—ﬁdi(f;,

Ji=0. (9)
This algorithm is unsupervised, in the sense that it
does not need to be provided explicitly with the mem-
ories {g“}, and only exploits the information encoded in
Hebb’s learning rule eq. . It is easy to see that at each
step the energy of the configuration ¢* reached by the
algorithm is increased, making it less stable. Since ev-
ery memory is surrounded by many spurious local energy
minima, the overall effect is a smoothing of the energy
landscape around the attractors correlated to the memo-
ries, by destabilizing other attractors. This procedure is
often referred to as Hebbian unlearning and each itera-
tion of the algorithm is referred to as a dream. The total
number of dreams D is a parameter of the algorithm,

FIG. 2. Values of the minimal stability Api» (orange), max-
imal stability As,qz (blue) and average stability Ag, (green)
are plotted as a function of the number of iterations t of the
symmetric perceptron algorithm, averaged over 50 realiza-
tions of the memories, for N = 800, a = 0.3, A = 1. The
black dotted line represents the zero-stability threshold that
must be overcome by A,,;, to have all memories perfectly re-
called. The gray dotted line represents the minimum stability
required by the algorithm to be reached at convergence, i.e.
A =k.

and must be chosen as to maximize the recognition per-
formance at a given load «. It has been shown that this
procedure improves the performance of the model in two
ways [I7HI9 27]: on the one hand, the critical memory
load is increased up to affY ~ 0.6. On the other hand,
the overlap between the attractors and the memories goes
to one, meaning that memories become real fixed points
of the dynamics.

This last fact, which is especially remarkable because
the dreaming procedure is unsupervised, led us to try and
characterize the performance of the algorithm in terms of
the stabilities A¥ introduced in Sec. This approach
has already been attempted [28], and our analysis pushes
it further and reveals new unexpected features. In fig. [3]
we show the typical behavior of A,in, Agy and Ajes
as the unlearning procedure unfolds. The horizontal axis
represents the number of steps D performed by the al-
gorithm, rescaled by ¢/N. The reason for this choice
will become clear later. Focusing on A,,;,, we can see a
non-monotonic behavior: the minimal stability grows to
positive values, peaks at some value D = Dy,, and then
decreases back to negative values. Between D;,, and D ¢;,,
every stability is positive or, equivalently, every memory
is a fixed point for the dynamics. As we increase «, the



interval [D;y, Dyip] shrinks, and the height of the peak
at Diop lowers, until we reach a critical load a., above
which A,,;, never goes above zero. Collecting data for
networks of size N = 300, 400, 500, 600, 800 and differ-
ent values of o and € it is possible to extrapolate the
position of Diy,, Diop and Dy, as a function of a;, € and
N, as well as the critical capacity a.. By fitting the data
with respect to the model parameters we found that the
number of dreams is in every case linear in N and 1/e.
Moreover, Dy, also depends linearly on . At the critical
capacity,

oY = 0.589 +0.003 ,

the value of A, (Dyop) approaches zero. The value of
the critical capacity afU as well as the linear dependence
of Din, Diop, Dyin on N/e are consistent with the past
literature [I7, 18] 28].

Because the Ay, (D) curve is quadratic around Dy,
as illustrated in Fig. |3} D;, and Dy;, both tend to Dy,
at the critical capacity with a critical exponent 1/2. The
resulting scaling relations are:

N
DtOP(EvavN):?(a‘a+b) ; (10)
N
Din(€,a,N) = Dyop — —(c-a+d)"/? (11
€
N
Dfin(evaaN):DtOp+ (6'a+f)1/2 ) (12)

€
with

a=102+0.02, b=-0.05£0.01,

c=-0.039+£0.003, d=0.023+0.002,

e=—0.022+£0.001, f=0.013£0.001.

All the statistical errors have been evaluated using the
jackknife method.

III. BASINS OF ATTRACTION

We have also compared the performance of SP and HU
by measuring the shape of the basins of attraction around
each memory. This is done by initializing the network at
some fixed distance m; from one of the memories 5“ and
following the dynamics until convergence to a fixed point
o* is reached. Then, we measure the overlap between &*
and {#, averaged over many realizations of the memories:

1 N
my = 7 2 (€. (13)
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FIG. 3. Values of the minimal stability Ai» (orange), max-
imal stability As,qz (blue) and average stability Ag, (green)
computed during Hebbian unlearning, averaged over 50 re-
alizations of the memories at N = 800, o = 0.3, ¢ = 1072,
The black dotted line represents the zero-stability threshold
to be overcome by A,.in to have all memories perfectly re-
called. We denote the corresponding value of the number of
dreams D by Djy. Diop is for the point where the algorithm
reaches the maximum value of Ay,in, while Dy;,, is the end of
the perfect classification regime of the network. We used red
arrows to point at Din, Diop and Dyin.

In Fig. E|we plot my as a function of m;. Colored dashed
curves refer to SP for different values of k, up to the high-
est k that allows the algorithm to converge in O(10%) iter-
ations. This slight underestimations of the real k4. ()
bares very little consequences to our results. Related to
this, we underline the importance of the choice of A\ at
a given value of N. This is another crucial topic that
is rarely discussed in the literature. Higher values of A
imply larger learning steps, while smaller values are asso-
ciated to a finer exploration of space of coupling matrices
during training. It is observed that the algorithm, oper-
ating at A = 1,107,102, converges to almost identical
matrices already when k is equal to the maximal stabil-
ity for diluted networks [I5] that, according to Fig. [1} is
slightly lower than the actual k4. This suggests that
the final state lies very closely to the unique optimal so-
lution even when we are not exactly at k... Hence,
no significant changes are expected in our numerical re-
sults when k is pushed further towards its maximal value.
On the other hand, when A\ assumes smaller values, i.e.
A =1073,10"%,1075, basins are observed to be smaller
in size and the volume of solutions is larger, indicating
that the final state remains farer from the maximal per-



formance. In order to recover the numerical results ob-
tained at a larger A, one needs to progressively increase
k to values that are difficult to reach numerically. As a
result, the choice of A = 1 in this section seems to us
well justified to reproduce the optimal performance of
the symmetric perceptron at k >~ k4.

Consistently with the literature, we find that increas-
ing the stability leads to an increase of m; at fixed
m; [16]. In particular, when the stability is equal to zero,
the memories, albeit being fixed point of the dynamics,
have zero basin of attraction, as indicated by the very
low values of my for m; # 1. The gray dashed line at
the bottom of Fig. [4] refers to the Hopfield model with-
out dreaming: since o > 0.14 the model does not learn.
The colored continuous lines refer to Hebbian unlearn-
ing, for different amounts of dreaming. More specifically,
we measured the performance of the model for the three
values D = Djp, Diop, and Dy, defined in Sec. [TB} Tt
is clear how dreaming improves the performance of the
network, and we found that the performance is not max-
imized at D = Dy,, as one could expect [28], but at
D = D;,, where the requirement for perfect retrieval of
the memories is satisfied with zero margin.

We also found that the performance of Hebbian un-
learning at D = D;,, and the one of the SP at k ~ k42
are indistinguishable within our numerical resolution.
This is a remarkable fact, since the two algorithms have
a radically different structure: the SP algorithm is su-
pervised, i.e. it needs to have access at every step to all
the memories that the network needs to memorize, while
the HU is not, and only exploits the topology of the spu-
rious states generated by Hebb’s prescription in Eq. .
These findings are robust to change in the load a and
to finite size effects, as illustrated in Fig. The mean
basin radius at finite NV is defined as 1 — m;, selecting
the value of m; below which more than 30% of the mem-
ories are reconstructed with more then 5% error. The
dots represent our extrapolation of this quantity to the
limit N — oo, for different values of a. The lower dots
relative to the SP correspond to k < kyqz, and the value
of the mean basin radius gets higher as k is increased up
to k =~ kmaes. Again, one can see that even in the ther-
modynamic limit, our simulations suggest that in their
optimal regime the two algorithms perform essentially in
the same way.

IV. SPACE OF INTERACTIONS

One way to visualize the solutions of the optimiza-
tion problem, and the way these solutions are reached by
means of the algorithm, is to exploit the space of interac-
tions as conceived by Gardner [I4]. Consider a spherical
surface in N(N — 1)/2 — 1 dimensions where each point
is a vector composed by the off-diagonal elements Jj;
of the connectivity matrix normalized by their standard

—— HU, D=Dj,
HU, D = Dyop
HU, D = D5
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FIG. 4. The average size of basins of attraction at N = 800,
a = 0.4 for both symmetric perceptron (SP) and Hebbian un-
learning (HU), averaged over several realizations of the dis-
order. The colored area around each curve represents the
statistical errors. Continuous lines are for basins at Din, Diop
and Dy, for HU with € = 10~2. Dashed lines are for three
values of k, including the k =~ k.40, used for SP with A = 1.
The gray dotted line represents the performance of the Hop-
field model at the same value of a. Notice that attraction
basins of the SP and HU almost coincide when the two algo-
rithms operate in their optimal regime, namely D = D;,, and
k>~ kmax-

deviation. These position vectors hence will be
r= /O’J 5 (14)
with

9 1,N
= | — J2 . 15
agJ N(N — 1) ; ij ( )

For what concerns the SP, after fixing the value of o and
a set of patterns, one can imagine the sphere as com-
posed by an UNSAT and a SAT region. These regions
are connected sub-spaces of the original sphere, so that
one can go from a matrix to another one in a continuous
fashion. The SAT region contains the point relative to
the unique solution at k = k().

We now define an owverlap parameter quantifying the
covariance of two generic symmetric matrices J;; and Uy

1)N .. ..
0= v oy )

g0,
i<y OJ9U

where (-) is the average over the disorder.
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FIG. 5. Mean attraction basin radius for symmetric per-

ceptron (SP) and Hebbian unlearning (HU) measured as
in [16] and extrapolated to N — oo, for « = 0.3,0.4,0.5
and A = 1. Points for the SP correspond to the following
values of k: o = 0.3 — k € {0.4,0.5,0.7,0.9,1.1,1.296, 1.32};
a=04— ke {04,0.5,0.6,0.75,0.9,0.988,1.05}; a = 0.5 —
k € {0.3,0.4,0.5,0.6,0.7,0.768,0.85}. Error bars are smaller
than the symbols size.

A. Final States

We first evaluate the final points where the two algo-
rithms converge in the space of interactions. Hebbian
Unlearning is stopped at D = D;,, as that is the relevant
amount of dreams identified in Sec. [[TB] The Symmetric
Perceptron is run at A = 1. Fig. @(left) displays the over-
lap between the resulting matrices when the SP is per-
formed at different values of k before reaching ky,q. ().
The plot shows that ¢ increases with k, suggesting that
HU pushes the system to the same region of solutions
where the SP converges when k is close to kp,q;. Finite
size effects evidently appear near the abrupt transition
from SAT to UNSAT, but the increase of ¢ with the size
of the network suggests that the maximum overlap might
be associated to the maximal stabilities when N becomes
large enough.

The plot of ¢ as a function of «, see Fig. |§|(right)7 shows
how the distance between the final points and the initial
Hebbian matrix increases when the number of memories
becomes larger, while the distance between the two final
points remains small and stable for o < offV

c .

B. Learning Paths and Gradients

By comparing the final states of convergence as done in
Sec. [V A] we conclude that two networks, starting from
the same initial matrix, end up in very similar configu-
rations of the couplings J;;. Now we analyze the whole
trajectory traced by the two algorithms in the space of
interactions.

We set @ = 0.55, so that the overlap between the initial
and the final state is small enough, i.e. they are distant
on the sphere, N = 800, A = 10~ and k close to kyqz
in one single sample. The choice of a small value of the
learning rate A allows to trace a continuous path in the
space of the interactions. HU is run choosing D = D,
for 10 samples in total. Fig. left) reports the projec-
tion of the resulting trajectories in the space of J along
three randomly chosen directions. The plot shows that
the two algorithms explore the same region of the space
of interactions, proceeding along a similar direction. We
also observe that the convergence velocities of the two
algorithms are very different. Indicating with ¢ the time
steps for both processes, Fig. right) shows the loga-

rithm of the absolute value of the variation of vector J,
defined as

AT = JU o0 J 50 (17)

The direction of this vector coincides with the one of
the gradient followed by the algorithm in the space of
interactions at a given time step.

While the convergence speed of the HU does not sig-
nificantly vary, the SP shows, at any scale of A\, an ac-
celeration in time that resembles an exponential law. In
other words, while HU explores the space of interactions
nearly uniformly in speed, the SP takes about 15 + 20
time steps to reach a smaller condensed region where it
gets confined until convergence.

The different speeds of the algorithms imply an inher-
ent difficulty in comparing the trajectories point-by-point.
Our analysis will thus rely on defining a particular direc-
tion ¥ in the space of interactions that we will use to
compare the two trajectories and their gradients. Such a
direction is defined by the line that connects the initial
Hebbian matrix with the point of convergence of the SP,

Ty jogpe) — 1O /o
g o) — 0 o)

']_/}:

(18)

We can now define two time-dependent observables that
can help us in the analysis of the trajectories:

7(t) /o (®) _ J(O) /5(0)
alt)= LTI )
|J(tmaz) /g (tmaz) — J(O0) /(0)|
which is a measure of the angular distance of any point
of the trajectory from the line traced by the direction o
at time ¢, with g, (¢) € [0, 1] V¢t. The smaller this quantity
is, the more evidently the trajectory is diverging from o.
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for a > a we chose D = Dyop (a is represented by the gray dotted line). The overlap between the initial Hebbian matrix and
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One can also introduce

JHHD (1) _ 1) /60
T Jor D) — J0) o]

qaw(t) 0, (20)

that is, the projection of the variation of J at the step
t along the direction ©. The larger this quantity is, the
more aligned to © the trajectory is.

Fig. (left) represents the values of ¢, during the same
trajectory that is depicted in fig. left). One can see that
qv(0) is small for both the HU and the SP. This means
that they both start in the wrong direction: this is par-
ticularly reasonable for the HU, which involves a random
picking of the initialization state. However, while the SP
rapidly reaches ¢, = 0 because of its high initial accelera-
tion at all the considered values of A, in the HU algorithm
¢ is decreasing at lower rate. An initial overshooting of
the SP at high values of A is signaled by an anomalously
high value of g, at the second step of the process.

The directions followed by the two algorithms with
respect to 9 are shown in Fig. [8center). The SP at
A = 107* has a peak in ga, in the first part of the
trajectory, signaling a high degree of alignment between

the gradient and ©. Later on, the SP rapidly converges
towards the condensed region, where gradients lose their
polarization with o, but the convergence point has al-
ready been reached. When higher values of A are used,
no relevant polarization is measured. The HU shows a
similar behavior: the trajectory starts along a direction
that is barely aligned with © but a consistently high de-
gree of alignment is obtained after more or less half of the
iterations. Eventually, the HU also converges towards the
final state losing the alignment with 9. Fig. [§right) dis-
plays the direction of the variation as a function of the
distance from ©. Three different behaviors of the trajec-
tory can be thus recognized for both algorithms. First
the trajectory moves away from ¢ after a bad start, in
a second phase it aligns to ¥, and in a third phase the
matrix plunges towards the convergence state.

V. GEOMETRIC INTERPRETATION OF
UNLEARNING

In order to provide an argument that might explain
the similarities between the HU and SP algorithms, we
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sample at N = 800 and o = 0.55, ¢ = 1072, A = 10~%. 10 trajectories of the HU are drawn in light blue, while the average
unlearning path is in blue. The path followed by the SP is depicted in red. Points represent different steps of the algorithms.
HU has been resampled at regular intervals along the trajectory for simplicity of the data analysis. Right: Absolute value of
the variation AJ in logarithmic scale as a function of the normalized time scale t/tmaez Where tmaq is the maximum number
of steps reached by the algorithm in a given sample. Numerical measurements are for one sample at N = 800 and o = 0.55,
e=10"2, A =1,10"2,10"%. Three samples were simulated for the SP and one sample for the HU.
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FIG. 8. Left: ¢,, angular distance of the trajectory from the reference direction 7, as a function of time. Center: ga ., projection
of the variation along the direction 0, as a function of time. Right: ga ., as a function of g,. Numerical measurements are
collected from one single sample at N = 800 and o = 0.55 at ¢ = 10~2 for the Hebbian unlearning (HU) (circles) and different
values of A for the symmetric perceptron (SP) (triangles).

rewrite the rule in Eq. (9) in a vectorial fashion, where J; is the vector of the elements contained in the
row of the connectivity matrix and we call 7;* a glassy
pattern, defined in analogy with the memory patterns 77;*

J; AR A (21)
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FIG. 9. Mean values assumed by the perceptron overlap w
for SAT, UNSAT and min patterns during the Hebbian un-
learning process. Measurements are performed at N = 800,
a = 0.3, e = 10~ 2 over 200 spurious states and several realiza-
tions of the disorder. Error bars are indicated by the shaded
region.

as

0t =070, (22)

?

being &* the spurious state to which the unlearning algo-
rithm converges. We also introduce the perceptron over-
lap

wi = (" m (23)

where the overbar indicates an average over the spurious
states in a given realization of the disorder. Each pair
(7, 1) is thus related to a given constraint of the associated
optimization problem, with AL >0 for SAT constraints,
and A¥ < 0 for UNSAT ones. Fig. [J|shows w! at v = 0.3
and N = 800 for the three types of constraints: SAT,
UNSAT and minimally satisfied, i.e. the SAT constraints
with the lowest measured stability. The fact that the
perceptron overlap is negative for both UNSAT and min
constraints, but positive for SAT constraints, suggests
that the distribution of the 7" looks anisotropic from the
reference frame of the glassy patterns. This is certainly
induced by the fact that glassy patterns 77;* are SAT by
definition, so they are more likely to be contained in the
same half of hyperspace, defined by the orthogonal plane
to J;, that contains SAT memory patterns.

Moreover, since there is a minus sign on r.h.s. of
Eq. , HU is performing the same geometric transfor-

mation of the perceptron in order to align the J: vectors

to the memory patterns 77;". By only exploiting the land-
scape of the spurious states of the Hopfield model out of
the retrieval regime, the HU algorithm manages to ac-
complish this task in an optimal way. We suppose that
the small, but yet non null, overlap of spurious states
with the memories is an important feature to ensure the
maximization of the size of the basins of attraction.

VI. CONCLUSIONS

Both the first part of this paper and Refs. [17, [18] [26]
analyze the effect of Hebbian unlearning on the Hopfield
model, giving a measure of the optimal amount of itera-
tions that maximizes the performances of the network in
terms of the size of the basins of attraction and memory
retrieval. In particular, our present results focus on the
case where asynchronous dynamics is performed, the ac-
tivity of the memories is homogeneous on the network,
autapses and dilution are absent in the graph. By bas-
ing our analysis on the study of the minimum stability
reached by the memories we were able to give new in-
sights into the classification capabilities of the network.
We have defined three relevant amounts of iterations D;,,,
Dyop and Dy;;, and we related them to the average radius
of the basins of attraction. We found that the optimal
amount of steps, i.e. the one where all memories are per-
fectly recalled and basins are maximal in size, is D;,, at
variance with [28] where the optimal state of the network
was assumed to coincide with the point where the highest
minimum stability was reached, in accordance with [21].
This relevant quantity scales as the optimal number of
iterations measured in [I7, [I8], [26] at leading order in the
system size N, but it appears to be smaller by a correc-
tion O(a'/?). Results obtained from this kind of analysis
are confirmed by the estimation of the critical capacity
for the HU, which is perfectly consistent with previous
results [17) [18], 26].

Moreover, we have shown that HU performs consis-
tently with the SP near the maximal stability k. This
result suggests the HU to be an optimal unsupervised al-
gorithm in terms of generalization of the network: from a
Hebbian perspective large basins of attraction imply the
capability of the model to associate more exotic stim-
uli to known memories, i.e. a higher recognition power
with respect to new inputs. According to Fig.[d] a SP at
k = 0 has no generalization capabilities, meaning that it
falls into an over-fitted regime, where memories are rec-
ognized only if the initial state of the dynamics coincides
with the memory itself. An increasing value of k is re-
lated to an increase in generalization. HU is able to reach
the highest degree of generalization in an unsupervised
fashion.

In the second part of the paper the trajectories of the
matrix J in the space of interactions have been consid-
ered. The final states of the algorithms maximize the
overlap between matrices, suggesting that the algorithms
converges to the same regions of the interaction space. In



the middle part of the trajectory the two algorithms also
explore nearby regions, suggesting that they both follow
well overlapping gradients in the space of the couplings.

The pioneering investigation by Van Hemmen and col-
laborators [I7, 18|, 26] concluded that HU was able to re-
move correlations among the stored memories, turnining
memories into fixed points of the dynamics and enlarging
the basins of attraction. Regarding this point we remark
the brilliant idea contained in Ref. [I9], where a slightly
modified version of the unlearning procedure was proved
to partially align with the rule proposed in Ref. [I0].
Nevertheless, since the network of Ref. [10] tends to the
pseudo-inverse connectivity matrix [29], poorer general-
ization performances, i.e. smaller basins of attraction,
should be expected [§]. Our work suggests an alterna-
tive geometric interpretation of Hebbian unlearning in
its original version. In Sec.[V] we have shown that the ge-
ometric transformation accomplished by the unlearning
rule is very similar to the one performed by a linear per-
ceptron, in particular, a perceptron feeded with noisy ver-
sions of the memories. When the algorithm probes spu-
rious states having vanishing in N, yet non-null, overlap
with the stored memories, weights (i.e. rows of the con-
nectivity matrix) become more aligned with the unsta-
ble patterns, favoring their correct classification. Hence,
while the geometric transformation itself permits to reach
the perfect retrieval of the memories, the noise added in
the process implies maximally wide basins of attraction.
We remark that this effect is a consequence of the attrac-
tors landscape in a Hopfield-like network alone, being the
procedure completely unsupervised. Hence a very close
analogy between the effects of these two formally differ-
ent rules has emerged.

We conclude by some highly speculative considerations
on possible implications of our work. Our results shed
light on a substantial mechanism that might help to un-
derstand real neuro-physiological processes lying behind
synaptic development in the brain [30] and dream-sleep
in mammals [31]. In the context of dream-sleep, it is im-
portant to remind that Hebbian unlearning has been in-
troduced simultaneously with another remarkable contri-
bution by Crick and Mitchinson [32]. Their paper conjec-
tured a sort of reverse learning procedure which assigned,
for the first time, a biological function to dreams, over-
coming their description as mere epiphenomena of neural
activity. Such a procedure strongly resembles Hopfield’s
unlearning. Kinouchi and Kinouchi [33] provided some
biological examples that might encourage to investigate
this type of synaptic transformation, even though a clear
evidence of its existence has not been shown yet. Further-
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more, a recently published review by Hoel [34] corrob-
orates the evolutionary significance of dreams in terms
of the generalization performances of neural networks.
Dreams, due to their hallucinoid contents, are responsible
for noise injection in the learning procedure, in analogy
with dropout [35] techniques used in machine learning: a
dreaming neural network is thus able to generalize better,
avoiding over-fitting. The importance of noise addition in
learning is also suggested by other recent studies that try
to increase generalization in deep neural networks by tak-
ing inspiration from biology [36l [37]. According to these
works, a local Hebbian-like action on synapses can ensure
decorrelation of the stored memories, and thus avoid con-
fusion. We do believe that what we found in the Hopfield
model is coherent with such a picture: Hebbian unlearn-
ing is not a form of reverse learning, as repeatedly stated
in the past literature, but it is rather responsible of the
learning of noisy versions of the memories, which help to
minimize over-fitting.

One possible development of this research might deal
with memories presenting strong structural correlations
such as images. In this case a linear regression opera-
tion, as the one performed by linear perceptrons, may
not be sufficient to ensure classification. It has been
shown that Hebbian unlearning works well even with dig-
its [18]. We suggest that such correlations, being encoded
in the quenched disorder of the system, and thus in the
glassy landscape of attractors, might drift the learning
path right to the optimal region of the space of interac-
tions. Another direction for future work would be the
verification of the results on other types of models, such
as more biologically reliable Hopfield-like networks [3§],
random neural networks [39, [40], or continuous attractor
neural networks [41]. This last class of systems, which
aim at describing the functioning of the spatial memory
encoded in the hippocampal synapses, might open the
way to experiments and inferential analyses of real data,
allowing a proper research of physiologic unlearning-like
mechanisms in the brain.

Finally, these ideas could possibly find application and
analogies in the training of physical systems, such as
meta-materials or allosteric networks, see e.g. [42] [43].
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