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The preparation of an equilibrium thermal
state of a quantum many-body system on
noisy intermediate-scale quantum (NISQ) de-
vices is an important task in order to extend
the range of applications of quantum compu-
tation. Faithful Gibbs state preparation would
pave the way to investigate protocols such
as thermalization and out-of-equilibrium ther-
modynamics, as well as providing useful re-
sources for quantum algorithms, where sam-
pling from Gibbs states constitutes a key sub-
routine. We propose a variational quantum
algorithm (VQA) to prepare Gibbs states of a
quantum many-body system. The novelty of
our VQA consists in implementing a parame-
terized quantum circuit acting on two distinct,
yet connected, quantum registers. The VQA
evaluates the Helmholtz free energy, where the
von Neumann entropy is obtained via post-
processing of computational basis measure-
ments on one register, while the Gibbs state
is prepared on the other register, via a unitary
rotation in the energy basis. Finally, we bench-
mark our VQA by preparing Gibbs states of
the transverse field Ising model and achieve re-
markably high fidelities across a broad range of
temperatures in statevector simulations. We
also assess the performance of the VQA on
IBM quantum computers, showcasing its fea-
sibility on current NISQ devices.

1 Introduction
An integral task in quantum state preparation is the
generation of finite-temperature thermal states of a
given Hamiltonian, on a quantum computer. Indeed,
Gibbs states (also known as thermal states) can be
used for quantum simulation [1], quantum machine
learning [2, 3], quantum optimization [4], and the
Mirko Consiglio: mirko.consiglio@um.edu.mt

study of open quantum systems [5]. In particular,
combinatorial optimization problems [4], semi-definite
programming [6], and training of quantum Boltzmann
machines [2], can be tackled by sampling from well-
prepared Gibbs states.

The preparation of an arbitrary initial state is a
challenging task in general, with finding the ground-
state of a Hamiltonian being a QMA-hard prob-
lem [7]. Preparing Gibbs states, specifically at low
temperatures, could be as hard as finding the ground-
state of that Hamiltonian [8]. The first algorithms for
preparing Gibbs states were based on the idea of cou-
pling the system to a register of ancillary qubits, and
letting the system and environment evolve under a
joint Hamiltonian, simulating the physical process of
thermalization, such as in Refs. [5, 9, 10], while others
relied on dimension reduction [11].

The algorithm proposed in this manuscript, for
preparing Gibbs states, can be placed in the cate-
gory of variational quantum algorithms (VQAs), such
as in Refs. [12–16], and similarly for preparing ther-
mofield double (TFD) states [17–19]. Variational an-
sätze based on multi-scale entanglement renormaliza-
tion [20] and product spectrum ansatz [21] have also
been proposed in order to prepare Gibbs states.

Alternative algorithms prepare thermal states
through quantum imaginary time evolution, such as
in Refs. [22–26], starting from a maximally mixed
state, while others start from a maximally entangled
state [27]. Ref. [28] proposed quantum-assisted sim-
ulation to prepare thermal states, which does not
require a hybrid quantum–classical feedback loop.
In addition, methods exist to sample Gibbs state
expectation values, rather than prepare the Gibbs
state directly, such as in quantum metropolis meth-
ods [29, 30], imaginary time evolution applied to pure
states [31], and random quantum circuits using inter-
mediate measurements [32].

Recent methods also propose using rounding
promises [33], fluctuation theorems [34], pure ther-
mal shadow tomography [35], and minimally entan-

1

ar
X

iv
:2

30
3.

11
27

6v
2 

 [
qu

an
t-

ph
] 

 2
4 

M
ar

 2
02

3

https://quantum-journal.org/?s=Variational%20Gibbs%20State%20Preparation%20on%20NISQ%20devices&reason=title-click
https://orcid.org/0000-0001-8730-0206
https://orcid.org/0000-0002-7425-4594
https://orcid.org/0000-0001-8835-0328
https://orcid.org/0000-0001-6269-4931
https://orcid.org/0000-0001-9615-8598
https://orcid.org/0000-0002-0827-5549
https://orcid.org/0000-0001-8559-0828
https://orcid.org/0000-0001-6702-1736
https://orcid.org/0000-0002-9324-9336
mailto:mirko.consiglio@um.edu.mt


gled typical thermal states for finite temperature sim-
ulations [36].

The goal of this work is to propose a VQA that ef-
ficiently prepares Gibbs states on noisy intermediate-
scale quantum (NISQ) computers, employing the free
energy as a (physically-motivated) objective function.
This requires the evaluation of the von Neumann en-
tropy [37], which is generally hard to obtain from a
quantum register. In contrast to some of the currently
employed VQAs [10, 12–15, 17, 19, 32], which employ
truncated equations to approximate it, we directly es-
timate the von Neumann entropy, without any trunca-
tion and with an error solely dependent on the number
of shots, using sufficiently expressible ansätze capable
of preparing the Boltzmann distribution. Our VQA,
in fact, is composed of two ansätze: a heuristic, shal-
low one that prepares the Boltzmann distribution, for
a given temperature; and another one, possibly de-
signed with a problem-inspired approach, which de-
pends on the Hamiltonian, while being independent
of the temperature.

The paper is organized as follows: in Section 2, we
present the VQA for preparing Gibbs states, as well as
briefly mentioning the error analysis of the algorithm
along with the parameterized quantum circuit (PQC),
with further details found in Appendices A and B; in
Section 3, we apply the algorithm to the Ising model,
using both statevector and noisy simulations, as well
as running the algorithm on IBM quantum hardware;
and finally, in Section 4, we draw our conclusions and
discuss future prospects of this work.

2 Variational Gibbs State Preparation
Let’s consider a Hamiltonian H, describing n inter-
acting qubits. Then, the Gibbs state at inverse tem-
perature β ≡ 1/kBT , where kB Boltzmann constant
and T is the temperature, is defined as

ρβ = e−βH

Zβ
, (1)

where the partition function Zβ is

Zβ = Tr
{
e−βH

}
=
d−1∑
i=0

e−βEi . (2)

Here d = 2n, while {Ei} are the eigenenergies of H
(with {|Ei〉} denoting the corresponding eigenstates),
i.e. H |Ei〉 = Ei |Ei〉.

For a general state ρ, one can define a generalized
Helmholtz free energy as

Fβ(ρ) = Tr{Hρ} − β−1S(ρ), (3)

where the von Neumann entropy S(ρ) can be ex-
pressed in terms of the eigenvalues, pi, of ρ,

S(ρ) = −
d−1∑
i=0

pi ln pi. (4)

Since the Gibbs state is the unique state that min-
imizes the free energy of H [38], a variational pro-
cedure can be put forward that takes Eq. (3) as an
objective function, such that

ρβ = arg min
ρ

Fβ(ρ). (5)

In this case, pi = exp (−βEi) /Zβ is the probability
of getting the eigenstate |Ei〉 from the ensemble ρβ .

2.1 Framework of the Algorithm
The difficulty in measuring the von Neumann entropy,
defined by Eq. (4), of a quantum state on a NISQ
device is usually the challenging part of variational
Gibbs state preparation algorithms, as S(ρ) is not an
observable. With this in mind, we present a VQA that
avoids the direct measurement of the von Neumann
entropy on a quantum computer, by using a carefully
constructed PQC.

When preparing an n-qubit state, given that a
quantum computer operates using only unitary gates,
starting from the register input state |0〉⊗n, the fi-
nal quantum state of the entire register will be pure.
As a result, in order to prepare an n-qubit Gibbs
state on the system register, we require an m ≤ n-
qubit ancillary register. For example, in the case of
the infinite-temperature Gibbs state, which is a fully
mixed state, we require m = n qubits in the ancillary
register to achieve maximal von Neumann entropy. In
order to evaluate the von Neumann entropy, without
any truncation, we need to prepare the entire Boltz-
mann distribution on the ancillary register, hence, we
set m = n, irrespective of the temperature.

We shall denote the ancillary register as A, while
the preparation of the Gibbs state will be carried out
on the system register S. The purpose of the VQA is
to effectively create the Boltzmann distribution on A,
which is then imposed on S, via intermediary CNOT
gates, to generate a diagonal mixed state. In the ancil-
lary register we can choose a unitary ansatz capable of
preparing such a probability distribution. Thus, the
ancillary qubits are responsible for classically mixing
in the probabilities of the thermal state, while also
being able to access these probabilities via measure-
ments in the computational basis. On the other hand,
the system register will host the preparation of the
Gibbs state as well as the measurement of the expec-
tation value of our desired Hamiltonian.

The specific design of the PQC instead allows clas-
sical post-processing of simple measurement results,
carried out on ancillary qubits in the computational
basis, to determine the von Neumann entropy. A dia-
grammatic representation of the structure of the PQC
is shown in Fig. 1. Note that while the PQC of the
algorithm has to have a particular structure — a uni-
tary acting on the ancillae and a unitary acting on the
system, connected by intermediary CNOT gates —
it is not dependent on the choice of Hamiltonian H,
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Figure 1: PQC for Gibbs state preparation, with systems A
and S each carrying n qubits. CNOT gates act between
each qubit Ai and corresponding Si.

inverse temperature β, or the variational ansätze, UA
and US , employed within. This is in addition to enjoy-
ing a sub-exponential scaling in the number of shots
needed to precisely compute the Boltzmann probabil-
ities. A qualitative analysis of a power-law scaling is
presented in Appendix A.

2.2 Modular Structure of the PQC
The PQC, as shown in Fig. 1 for the VQA, is com-
posed of a unitary gate UA acting on the ancillary
qubits, and a unitary gate US acting on the system
qubits, with CNOT gates in between. Note that the
circuit notation we are using here means that there
are n qubits for both the system and the ancillae, as
well as n CNOT gates that act in parallel, and are
denoted as

CNOTAS ≡
n−1⊗
i=0

CNOTAiSi . (6)

The parameterized unitary UA acting on the an-
cillae, followed by CNOT gates between the ancillary
and system qubits, is responsible for preparing a prob-
ability distribution on the system. The parameter-
ized unitary US is then applied on the system qubits
to transform the computational basis states into the
eigenstates of the Hamiltonian.

A general unitary gate of dimension d = 2n is given
by

UA =


u0,0 u0,1 · · · u0,d−1
u1,0 u1,1 · · · u1,d−1
...

...
. . .

...
ud−1,0 ud−1,1 · · · ud−1,d−1

 . (7)

Starting with the initial state of the 2n-qubit register,
|0〉⊗2n

AS , we apply the unitary gate UA on the ancillae
to get a quantum state |ψ〉A, such that

(UA ⊗ IS) |0〉⊗2n
AS = |ψ〉A ⊗ |0〉

⊗n
S , (8)

where

|ψ〉A =
d−1∑
i=0

ui,0 |i〉A , (9)

and IS is the identity acting on the system. The next
step is to prepare a classical probability mixture on
the system qubits, which can be done by applying

CNOT gates between each ancilla and system qubit.
This results in a state

CNOTAS

(
|ψ〉A ⊗ |0〉

⊗n
S

)
=
d−1∑
i=0

ui,0 |i〉A ⊗ |i〉S .

(10)

By then tracing out the ancillary qubits, we arrive at

TrA
{
CNOTAS(|ψ〉〈ψ|A ⊗ |0〉〈0|

⊗n
S )CNOT†AS

}
= diag

(
|u0,0|2, |u1,0|2, . . . , |ud−1,0|2

)
= diag (p0, p1, . . . , pd−1) , (11)

ending up with a diagonal mixed state on the sys-
tem, with probabilities given directly by the absolute
square of the entries of the first column of UA, that is,
pi = |ui,0|2. If the system qubits were traced out in-
stead, we would end up with the same diagonal mixed
state,

TrS
{
CNOTAS(|ψ〉〈ψ|A ⊗ |0〉〈0|

⊗n
S )CNOT†AS

}
= diag

(
|u0,0|2, |u1,0|2, . . . , |ud−1,0|2

)
= diag (p0, p1, . . . , pd−1) , (12)

This implies that by measuring in the computational
basis of the ancillary qubits, we can determine the
probabilities pi, which can then be post-processed to
determine the von Neumann entropy S of the state
ρ via Eq. (4) (since the entropy of A is the same as
that of S). As a result, since UA only serves to create
a probability distribution from the entries of the first
column, we can do away with a parameterized orthog-
onal (real unitary) operator, thus requiring less gates
and parameters for the ancillary ansatz.

The unitary gate US then serves to transform the
computational basis states of the system qubits to the
eigenstates of the Gibbs state, such that

ρ = USdiag (p0, p21, . . . , pd−1)U†S

=
d−1∑
i=0

pi |ψi〉〈ψi| , (13)

where the expectation value Tr{Hρ} of the Hamil-
tonian can be measured. Ideally, at the end of the
optimization procedure, pi = exp (−βEi) /Zβ and
|ψi〉 = |Ei〉, so that we get

ρβ =
d−1∑
i=0

e−βEi

Zβ
|Ei〉〈Ei| . (14)

The VQA therefore avoids the entire difficulty of mea-
suring the von Neumann entropy of a mixed state on a
quantum computer, and instead transfers the task of
post-processing measurement results to the classical
computer, which is much more tractable.
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Figure 2: Optimal PQC for TFD state preparation, with sys-
tems A and S each carrying n qubits. CNOT gates act
between each qubit Ai and corresponding Si.

2.3 Objective Function

Finally, we can define the objective function of our
VQA to minimize the free energy (3), via our con-
structed PQC, to obtain the Gibbs state

ρβ = arg min
θ,ϕ

Fβ (ρ (θ,ϕ))

= arg min
θ,ϕ

(
Tr{HρS(θ,ϕ)} − β−1S (ρA(θ))

)
.

(15)

It is noteworthy to mention that while the energy
expectation depends on both sets of angles θ (as UA is
responsible for parameterizing the Boltzmann distri-
bution) and ϕ (as US is responsible for parameterizing
the eigenstates of the Gibbs state), the calculation of
the von Neumann entropy only depends on θ.

Furthermore, once we obtain the optimal param-
eters θ∗, ϕ∗, preparing the Gibbs state ρβ on the
system qubits S, one can place the same unitary US
with optimal parameters ϕ∗ on the ancillary qubits
to prepare the TFD state on the entire qubit register,
as shown in Fig. 2. A TFD state [12, 17, 19] is defined
as

|TFD(β)〉 =
d−1∑
i=0

e−
βEi

2√
Zβ
|i〉A ⊗ |i〉S . (16)

Notice that this is equivalent to Eq. (10) after ap-
plying US on both registers. Tracing out either the
ancilla or system register yields the same Gibbs state
on the other register.

3 Performance of the VQA
In this Section we assess the performance of the VQA
for Gibbs state preparation of an Ising model. The
Ising model is defined as

H = −
n∑
i=1

σxi σ
x
i+1 − h

n∑
i=1

σzi . (17)

The Ising Hamiltonian is a well-known model [39],
and here we only report one relevant property for im-
plementing a problem-inspired ansatz for US . The
Hamiltonian in Eq. (17) commutes with the parity
operator P =

∏n−1
i=0 σ

z
i . As a consequence, the eigen-

states of H have definite parity, and so will the eigen-
states of ρβ .

We use the Uhlmann-Josza fidelity [40], defined as
F (ρ1, ρ2) =

(
Tr
{√√

ρ2ρ1
√
ρ2
})2, as a figure of merit

for the performance of our VQA, since it describes
how “close” the prepared state is to the Gibbs state,
and is also the most commonly-employed measure of
distinguishability. However, other measures can be
used, which have different interpretations. One ex-
ample is the trace distance [41], which enjoys the
property that, if its value between the two states is
bounded by ε, expectation values computed on the
effectively prepared state, differ from those taken on
the Gibbs state by an amount that is, at most, pro-
portional to ε [34]. Another choice is the relative en-
tropy [41], which describes the distinguishability be-
tween the two states as the surprise that occurs when
an event happens that is not possible with the true
Gibbs state [42].

We use a simple, linearly entangled PQC for the
unitary UA, with parameterized RY (θi) gates, and
CNOTs as the entangling gates. This ansatz is hard-
ware efficient and is sufficient to produce real ampli-
tudes for preparing the probability distribution. Note
that we require the use of entangling gates, as oth-
erwise we will not be able to prepare any arbitrary
probability distribution, including the Boltzmann dis-
tribution of the Ising model. A proof of this is given
in Appendix B.

For the unitary US , we choose a parity-preserving
PQC. We employ a brick-wall structure, with the
gates being RXY (ϕi) followed by RY X(ϕj) gates.
If we combine the two gates, which we denote as
RP (ϕi, ϕj), we get

RP (ϕi, ϕj) = RY X(ϕj) ·RXY (ϕi) =


cos
(
ϕi+ϕj

2

)
0 0 sin

(
ϕi+ϕj

2

)
0 cos

(
ϕi−ϕj

2

)
− sin

(
ϕi−ϕj

2

)
0

0 sin
(
ϕi−ϕj

2

)
cos
(
ϕi−ϕj

2

)
0

− sin
(
ϕi+ϕj

2

)
0 0 cos

(
ϕi+ϕj

2

)

 , (18)

which can be decomposed into two CNOT gates and six
√
X gates. One layer of the unitary acting on the
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# of parameters n(lA + 1) + 2nlS O(n(lA + lS))
# of CNOT gates (n− 1)lA + 2nlS + n O(n(lA + lS))
# of

√
X gates 2n(lA + 1) + 6nlS O(n(lA + lS))

Circuit depth (n+ 1)lA + PlS + 3 O(nlA + lS)

Table 1: Scaling of the VQA assuming a closed ladder con-
nectivity, for n > 2, where lA and lS are the number of
ancilla ansatz and system ansatz layers, respectively, and P
is 12 when n is even and 18 when n is odd.

# of parameters 2n2 O(n2)
# of CNOT gates 2n2 − 1 O(n2)
# of

√
X gates 2n(3n− 2) O(n2)

Circuit depth (P + 1)n− P + 4 O(n)

Table 2: Scaling of the VQA assuming a closed ladder con-
nectivity, for n > 2, with lA = 1, and lS = n − 1, and P is
12 when n is even and 18 when n is odd. The depth counts
both CNOT and

√
X gates.

system qubits consists of a brick-wall structure, com-
posed of an even-odd sublayer of RP gates, followed
by an odd-even sublayer of RP gates. Table 1 shows
the scaling of the VQA assuming a closed ladder con-
nectivity, for n > 2. An example of a PQC, split into
a four-qubit ancilla register, and a four-qubit system
register, is shown in Fig. 3.

3.1 Statevector Results
Fig. 4 show the fidelity of the generated mixed state
when compared with the exact Gibbs state of the Ising
model with h = 0.5, 1.0, 1.5, respectively, across a
range of temperatures for system size between two to
six qubits. The VQA was carried out using statevec-
tor simulations with the Broyden–Fletcher–Goldfarb–
Shanno (BFGS) optimizer [43]. We used one layer for
the ancilla ansatz, and n − 1 layers for the system
ansatz, with the scaling highlighted in Table 2. The
number of layers was heuristically chosen to satisfy,
at most, a polynomial scaling in quantum resources,
while achieving a fidelity higher than 95% in statevec-
tor simulations. Furthermore, in order to alleviate the
issue of getting stuck in local minima, the optimizer is
embedded in a Monte Carlo framework, that is, tak-
ing multiple random initial positions and carrying out
a local optimization from each position — which we
call a ‘run’ — and finally taking the global minimum
to be the minimum over all runs.

A total of 100 runs of BFGS per β were carried
out to verify the reachability of the PQC, with Fig. 4
showcasing the maximal fidelity achieved for each β
out of all runs. The results show that, indeed, our
VQA, is able to reach a very high fidelity F & 98%
for up to six-qubit Gibbs states of the Ising model.
In the case of the extremal points, that is β → 0 and
β →∞, the fidelity reaches unity, for all investigated
system sizes. On the other hand, for intermediary

# of iterations for each run 100n O(n)
# of function evaluations for each run 200n O(n)
# of circuits per function evaluation 2 O(1)
# of circuit evaluations for each run 400n O(n)
# of shots for each circuit evaluation 1024 O(1)

Table 3: Scaling of SPSA for noisy simulations and on quan-
tum hardware.

temperatures β ∼ 1, the fidelity decreases with the
number of qubits, which could be attributed to one
layer of UA not being expressible enough to prepare
the Boltzmann distribution around intermediary tem-
peratures (since the von Neumann entropy depends
solely on UA(θ) as in Eq. (15)).

3.2 Noisy Simulation Results
The next step was to carry out noisy simula-
tions of the VQA. We took the noise model of
ibmq_guadalupe [44] for the Ising model with h = 0.5,
similarly with one layer for the ancilla ansatz and
n − 1 layers for the system ansatz. However, it
must be noted that in this case, the scaling of the
algorithm does not follow Table 2, due to the fact
that ibmq_guadalupe does not have a closed ladder
connectivity. As a result, transpilation was carried
out by the Qiskit transpiler using the SABRE algo-
rithm [45]. Apart from this, due to the BFGS op-
timizer being incapable of optimizing a noisy objec-
tive function, an optimizer that accommodates noisy
measurements was chosen: simultaneous perturbation
stochastic approximation (SPSA) [46].

Using SPSA, ten runs were carried out for each β,
while the number of iterations was taken to be 100n
for each run, with only two measurements at each it-
eration to estimate the gradient, i.e. 200n. As a con-
sequence, a total of 2000n function evaluations were
used to obtain the fidelity for each β shown in Fig. 5
(with an extra 50 function evaluations at each run to
calibrate the hyperparameters of SPSA). Similar to
the number of layers, the choice of the number of it-
erations was heuristically chosen so that, at most, the
scaling is linear, while still retaining a fidelity greater
than 95% for the two- and three-qubit noisy simula-
tion cases.

To measure the energy expectation value of the
Ising model Tr{Hρ}, we need to split the Ising Hamil-
tonian into its constituent Pauli strings, whose num-
ber scales linearly with the number of qubits as 2n.
However, we can group the σxσx terms, as well as the
σz terms, and measure them simultaneously, reduc-
ing the number of measurement circuits to two. Each
circuit was also measured with 1024 shots. The M3
package [47] was also utilized to perform basic error
mitigation. A summary of the optimization scaling is
shown in Table 3.

From Fig. 5, one can see that the fidelity is signifi-
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Ancilla Layer

System Layer

Ancilla

RY RY

RY RY

RY RY

RY RY

System

RP

RP

RP

RP

RP

RPRP RP RP

RP RP RP

Figure 3: Example of an eight-qubit PQC, consisting of one ancilla layer acting on a four-qubit register, and three (n − 1)
system layers acting on another four-qubit register. Each RY gate is parameterized with one parameter θi, while each RP

gate has two parameters ϕi and ϕj . The RP gate is defined in Eq. (18). Note that the intermediary CNOT gates, as well
as the RP gates acting on qubits two and three, and on qubits one and four of the system, can be carried out in parallel,
respectively.

cantly high in the case of n = 2, 3, 4. However, in the
case of n = 5, 6, the Gibbs state is only faithfully pre-
pared for low β. This can be attributed to the level
of noise present in the optimization procedure, with
the transpiled circuits going well beyond the quan-
tum volume of ibm_guadalupe. There are also some
points which obtain a fidelity worse for five qubits
than six qubits, which could be due to the larger depth
acquired by an odd number of qubits in the system
ansatz, as highlighted in Table 2.

3.3 IBM Quantum Device Results
Finally, the VQA was carried out on an actual quan-
tum device. Fig. 6 displays the fidelity of Gibbs states
obtained by running on IBM quantum hardware [44],
specifically ibm_nairobi. Similarly to the noisy sim-
ulations, SPSA was used; however, this time, with
only one run for each β in the case n = 2, and two
runs in the case n = 3, with 100n iterations and 1024
shots. The Gibbs states were obtained by taking the
optimal parameters from the optimization carried out
on ibm_nairobi, and determining the statevector on
a classical computer.

The solid lines in Fig. 6 represent the two- and
three-qubit results. At all points, the two-qubit Gibbs
state shows excellent fidelity. On the other hand,
the three-qubit Gibbs state is remarkably reproduced
at certain temperatures, while it is lacking at other
points. Since ibm_nairobi does not have a closed
ladder connectivity, several SWAP gates are neces-
sary for carrying out transpilation. To reduce the
number of SWAP gates, we carried out another run

at each β, where we removed the RP gate acting on
non-adjacent qubits in the system layers, with the re-
sult shown in the dashed line of Fig. 6. A considerable
improvement in fidelity is achieved at the points were
fidelity was lacking in the previous case. Since the
available running time on the quantum device was
limited, the amount of runs is still too low to deter-
mine the reason as to why the Gibbs state was not
achieved with a decent fidelity. Nevertheless, compar-
ing the results of Fig. 6, with the statevector results in
Fig. 4 and with the noise-simulated results in Fig. 5,
we conclude that limited connectivity, combined with
device noise, is severely hampering the effectiveness
of the VQA.

In addition, quantum state tomography for the two-
qubit case was carried out on ibm_nairobi, with 1024
shots, for the cases of β = 0, 1, 5, where the fidelities
obtained were 0.992, 0.979, and 0.907, respectively. A
3D bar plot of the tomographic results can be seen in
the right column Fig. 7, and compared with the an-
alytical form of the Gibbs state on the left column.
The largest discrepancies can be witnessed in the off-
diagonal terms, which increase as β increases, as well
as showcasing symptoms of amplitude damping. This
could be attributed to the thermal relaxation and de-
phasing noise present in the quantum devices, leading
to an overall decoherence in the Gibbs state.

While noisy simulations were ran using the calibra-
tion data of ibmq_guadalupe — since it has access
of up to 16 qubits — the actual hardware used for
the two- and three-qubit Gibbs state preparation was
ibm_nairobi, due to its accessibility.
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Figure 4: Fidelity F , of the obtained state via statevector simulations (using BFGS) with the exact Gibbs state, vs inverse
temperature β, for two to six qubits of the Ising model with h = 0.5, 1.0, 1.5. A total of 100 runs are made for each point,
with the optimal state taken to be the one that maximizes the fidelity.
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Figure 5: Fidelity F , of the obtained state via noisy simula-
tions (using SPSA) of ibmq_guadalupe with the exact Gibbs
state, vs inverse temperature β, for two to six qubits of the
Ising model with h = 0.5. A total of ten runs are made for
each point, with the optimal state taken to be the one that
maximizes the fidelity.

4 Conclusion

We addressed the preparation of a thermal equilib-
rium state of a quantum many-body system on a
NISQ device. We exploited the uniqueness of the
Gibbs state as the state that minimizes the Helmholtz
free energy, thus providing a faithful objective func-
tion for a VQA.

The novelty of the proposed VQA consisted in split-
ting the PQC in two parameterized unitaries, one act-
ing on an ancillary register, and one on a system regis-
ter. The former is tasked with determining the Boltz-
mann weights of the Gibbs distribution, correspond-
ing to a given temperature, while the latter performs
the rotation from the computational basis to the en-
ergy basis of a given Hamiltonian.

We benchmarked our VQA preparing the Gibbs
state of the transverse field Ising model and ob-

0.0 0.2 0.5 1.0 2.0 3.0 4.0 5.0
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F
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Figure 6: Fidelity F , of the obtained state (using SPSA)
running directly on ibm_nairobi with the exact Gibbs state,
vs inverse temperature β, for two and three qubits of the
Ising model with h = 0.5. The dashed line represents the
run with no RP gate between non-adjacent qubits in the
system layers. One run is carried out for n = 2, and n = 3
for the dashed line, and two runs for n = 3 for the solid line.

tained fidelities F ' 1 for system sizes up to six
qubits in statevector simulations, across a broad range
of temperatures, with a slight dip at intermediate
ones. However, performance on current NISQ de-
vices, investigated both by noisy simulations and real-
hardware execution on IBM devices, showed a degra-
dation in the results of the VQA with increasing sys-
tem size. This may have been caused by the limited
connectivity and the noise present in the device. Nev-
ertheless, executing our VQA on NISQ devices still
provides an improvement upon the recent develop-
ments in variational Gibbs state preparation, see e.g.,
Ref. [19].

As a final remark, we notice that the structure of
our VQA does not depend on the specific Hamilto-
nian to be tackled, nor on any prior knowledge of its
spectrum. For example, the structure of the unitary
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Figure 7: 3D bar plot of the two qubit results from
ibm_nairobi for β = 0, 1, 5, of the Ising model with h = 0.5.
The analytical Gibbs states are shown in the left column,
while the tomographically obtained Gibbs States are shown
in the right column.

US(ϕ) could be adjusted in order to match some spe-
cific features of the eigenstates (if these are known),
or the parameterized unitary UA(θ) could be replaced
by a deterministic procedure (e.g., the one reported
in [48]), if the probabilities of the Boltzmann distri-
bution are known.

However, even without requiring any such knowl-
edge, our ‘Hamiltonian-agnostic’ variational approach
gives an effective way to prepare Gibbs states of ar-
bitrary quantum many-body systems on a quantum
computer, providing an advancement over previous
methods, especially thanks to the modular structure
of our PQC. This could significantly contribute to
both performing quantum thermodynamical experi-
ments on a quantum computer, as well as faithfully
preparing Gibbs states to be used in a great variety
of computational tasks.

The Python code for running the statevector simu-
lations, using Qulacs [49], and the noisy simulations,
as well as the Runtime Program, using Qiskit [50],
can be found on GitHub [51].
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A Error Analysis of Measurements
In this Appendix, we perform an analysis of the error scaling with the number of shots, in faithfully identifying
the probability distribution, ~p = {p0, p1, . . . , pd−1}, where d = 2n, prepared by UA. The outcome of one shot
of a quantum circuit can be described by a multinomial distribution, where pi is the probability of observing a
bit string i. The expected value of a multinomially distributed random bit string i is

µ = E[i] = npi, (19)

with the variance being
σ2 = Var[i] = npi(1− pi). (20)

A quantity that can describe the precision of measuring the bit string i, pi times, is the coefficient of variation,
or relative standard deviation,

cv = σ

µ
=
√

1− pi
Nspi

. (21)

Given that pi = exp(−βEi)/Zβ for the Boltzmann distribution, we get

cv =

√√√√1− e−βEi
Zβ

Ns
e−βEi
Zβ

=

√
Zβ − e−βEi
Nse−βEi

=

√
1
Ns

(
Zβ
e−βEi

− 1
)
. (22)

From Eq. (22), if β → 0, then Zβ/ exp(−βEi)→ d ∀i ∈ [d], which implies

cv(β → 0) =
√
d− 1
Ns

, (23)

hence, exhibiting an exponential scaling in the number of shots needed for preparing the flat distribution. On
the other hand, if β →∞, then Zβ/ exp(−βE0)→ 1, while all other probabilities tend to zero, and the algorithm
reduces to finding the ground-state of the Hamiltonian. As a result,

cv(β →∞) = 0. (24)
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Figure 8: The exponent αi in Eq. (25) is plotted vs β for the first 51 pi, where each point is the polynomial fit for n between
8 and 20.

For intermediary temperatures, we carry out a qualitative analysis. Fig. 8 reports the exponent αi, of a
polynomial fit of the normalized coefficient of variation, defined as

cv
√
Ns = Cnαi , (25)

for n between 8 and 20, at different β, where the first 51 pi of the Ising model with h = 0.5 are considered.
We see that as β → ∞, the exponent α0 goes to zero only for the ground-state occupation probability p0, in
accordance with Eq. (24), and as the occupation probability pi of an excited state becomes vanishingly small,
the respective exponent αi becomes increasingly negative. On the other hand, for any finite temperature, we
see that a polynomial fit, with αi ∈ [0, 6.0768], approximates well the normalized coefficient of variation. This
implies that a sub-exponential scaling of shots is required to obtain a faithful reconstruction of the probability
distribution, for the system sizes of the Ising model investigated in NISQ algorithms, as done in the main text
of the manuscript.

B Necessity of Entangling Gates in UA

In the main text, we specified that we required entanglement in the ancillary register to be able to faithfully
prepare the Boltzmann distribution of the Ising model. While we only used one layer of a hardware-efficient
ansatz, we concluded that this was sufficient to approximate the Boltzmann distribution with a high fidelity for
the system sizes we investigated. However, at least one entangling layer is necessary for preparing the Boltzmann
distribution of the Ising model, and we will show this by considering the converse. Suppose the ancilla ansatz
is a single layer of local RY gates, then we get

n−1⊗
i=0

RY (θi) |0〉i =
n−1⊗
i=0

(
cos
(
θi
2

)
|0〉i + sin

(
θi
2

)
|1〉i
)

=
d−1∑
i=0

∏
j∈Si=0

cos
(
θj
2

) ∏
k∈Si=1

sin
(
θk
2

)
|i〉

=
d−1∑
i=0

pi |i〉 , (26)
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where Si=0 ≡ {j | j = 0 ∀ bits j ∈ i}, that is, the set of bits in i which are equal to 0, and similarly defined for
Si=1, and |i〉 is the computational basis state. This implies that∏

j∈Si=0

cos
(
θj
2

) ∏
k∈Si=1

sin
(
θk
2

)
= pi. (27)

Now, without loss of generality, consider these specific cases:

n−1∏
j=0

cos
(
θj
2

)
= p0, (28a)

n−2∏
j=0

cos
(
θj
2

)
sin
(
θn−1

2

)
= p1, (28b)

n−3∏
j=0

cos
(
θj
2

)
cos
(
θn−1

2

)
sin
(
θn−2

2

)
= p2, (28c)

n−3∏
j=0

cos
(
θj
2

)
sin
(
θn−2

2

)
sin
(
θn−1

2

)
= p3. (28d)

Combining the above equations results in

p0

p1
=

cos
(
θn−1

2

)
sin
(
θn−1

2

) , (29a)

p0

p2
=

cos
(
θn−2

2

)
sin
(
θn−2

2

) , (29b)

p0

p3
=

cos
(
θn−2

2

)
cos
(
θn−1

2

)
sin
(
θn−2

2

)
sin
(
θn−1

2

) , (29c)

and finally, combining the above equations implies that

p0

p1

p0

p2
= p0

p3
=⇒ p0

p1p2
= 1
p3

=⇒ p0p3 = p1p2

=⇒ e−βE0e−βE3 = e−βE1e−βE2 . (30)

Applying logs to both sides and simplifying, we get

E0 + E3 = E1 + E2, (31)

which is not in general true for the Ising model. The above reasoning can be adjusted to obtain further
constraints in the manner of Eq. (31).
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